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INTRODUCTION EXPERIMENTS

Bayesian Reinforcement Learning (BRL) Algorithms (y = 0.9)
. * ADFO with behavior policies - BS (Bayesian Sampling), semi-BS (performs BS
RL  action, a;~ n(- |s,) « policy Markov Decision Process : M' =< §,A,P,R,y > with a small probability and greedily selects an action otherwise), e-greedy

*  O-learning with behavior policies - e-greedy and Boltzmann (softmax)

state, s, Goal: To maximize its expected total discounted , , a , , ,
*  KTD-Q with behavior policies - e-greedy and its active learning scheme.
m future reward
| discount factor € [0,1] Domains
e Value : V™ (s) = E[X{2 ¥ ¢ ISo = S]  Loop (Fig.1): |S]|=9, |A|=2, non-episodic, deterministic
“ Feedback (reward, 1) Action-Value : 07 (s,a) = E [22,yir, |sy = 5,04 = a] * Mini-Maze (Fig.2) : |S|=112, |A|=4, r = # of collected Flags at the Goal (F:
Flag locations, S: starting point, G: goal), episodic, stochastic,
Optimality: V*(s) = max Q" (s,a) lsubsequent state * Grid5x5 & Grid10x10 : |S|=25 or 100, |A|=4, r = 1 at the Goal (S: starting
Q*(S: a) — Es’~P(-|s,a) [\T(S' a)} +\VV*(S’J)] — ES'~P(-|s,a) [T‘(S, a) Ty g,lgil( Q*(S,: a’)] point, G: goal)' epISOdIC' stochastic, Fig.2 Mini-Maze domain
immediate  Future Semi-greedy Evaluation
BRL leverages methods from Bayesian inference to incorporate information into the learning process. : Learning was paused at every Ty /100 step and the current policy was semi-greedily evaluated (e-

greedy with € = 0.1). In the evaluation, the maximum # of steps is bounded by T /50, and for the

Off-policy Temporal Difference (TD) Learning : o o , _ ,
N AN J episodic domains, it is also terminated when G is reached. The results were averaged over 10 trials.

action policy # target policy long term future outcomes =~ temporally successive predictions

Loop, Ty = 1000 Grid5x5, Ty = 2000
Kalman Temporal Difference (Geist et al.), KTD-Q: a Bayesian approach to off-policy TD learning which - 1.0-
approximates the value function using the Kalman filtering scheme - Q*(s,a) = Q*(s, a; 8), 8: hidden - P
states and r: indirect observation —and Unscented Transform for the nonlinearity of the max operator. g S 087
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8 —— ADFQ-Approx, £-greedy ., O
° T‘g 21 —— ADFQ-Approx, semi-BS d E
Q-learning k  ADFQ-Approx. BS g 02
11 —— KTD-Q, &-greedy
The most popular off-policy TD learning - After observing a reward r; and the next state s;, ¢, . KTD-Q, active | 0.0 4 ~
0 200 400 600 800 0 250 500 750 1000 1250 1500 1750
Qs ar) « Q(spap) +a| e +ymaxQ(seq,a) — Q(St, ar) Learning Step Learning Step
. _ , / Grid10x10, T = 5000 Mini-Maze, Ty = 5000
. TD target Tp error o 14
Belief Updates on Q-values ) .
2 067 5
Qsa~ N (Us a) asz,a) where [Ug g, 05 4] # (g o7, 01 o] ifs # s" ora # a’ E) 0.5 E
- For One-step Temporal Difference (TD) Learning, we observe r, s’ é 0.4 f_,é
= =
Posterior Likelihood Prior Distribution over V. § 0.3 g
X , - AL ~/ A ~ Ve t’)" N\ 2 0.2 8
: ' y 5,a = 0.1 i
. 7 =2 : 2 2 0.0
> z Cr’bqb(q' b, @ T’b) , 1_[ Cp(q' T Yis'p's¥ O-S"b,) 0 1000 2000 | 3000 4000 0 1000 2000 | 3000 4000
beA b'€Ab"#b ¢, ® : Gaussian PDF and CDF Learning Step Learning Step
For each next possible action b, T =<s,a,1,s >:causality tuple Total Cumulative Rewards
: ; ; _ : Xt=1...7, T, and averaged over 10 trials
weight ¢, «< ¢(TD error) Inverse-Variance Weighted Average (i}, 0, BN
0.35¢ 1.21 . . . .
030! Lol VW D target Loop Grid 5x5 Grid 10x10 Mini-Maze
o2 0.8| averaged Q-learning, e-greedy 302.4+12.1  150.6 £3.8  45.6+3.9  239.7+£81.4
0.15| oo ; Q-learning, Boltzmann 288.2+17.4  61.6+55  18.0+1.9  106.1 £10.4
010 o5 Prior | ADFQ-Approx, e-greedy | 338.0+0.0 178.1+55 82.7+50 274.8+80.3
ool N\ 00 | J) ADFQ-Approx, semi-BS | 329.2+13.8 184.74+45 809471  264.0+67.3
000 =229 s =6 —4 —2
; —d ADFQ-Approx, BS 3332432 135.9+57 51.5+33  180.9 +47.8
D error for b KTD-Q, e-greedy 281.6 = 5.2 0.6+ 1.8 0.0 0.0 20.5 £16.4
KTD-Q, active learning 157.44+7.4 18.8 & 2.7 8.0=x1.9 55.4 £ 8.6

Assumed Density Filtering Q-learning (ADFQ)

Assumed Density Filtering (ADF) : approximating a true posterior to a tractable parametric

T . o o DISCUSSION
distribution in Bayesian networks by minimizing the reverse Kullback-Leibler divergence

ADF Contributions
ﬁQS,a(qIH,r,s’) * Gaussian ——> = st,a(q‘H(new)) — N

(q; Eq~ﬁqs,a(-) la] VarCI~ﬁQS,a(-) 4] ) * Regularization with Uncertainty Information in the Q update: Unlike the Q-learning algorithm, the
ADFQ algorithms incorporate the information of all possible actions for the next state with weights
depending on TD errors and uncertainty measures - 0/, T then contribution to the update |.

» Simple analytic solutions for |A|>2 are not known/available.

e Algorithm with numerically computed solutions : ADFQ-Numeric
e Connection to Q-learning showed Q-learning could be a special case of our algorithm.

Apprommated ADFQ ( ADFQ-Approx ) * Computational Efficiency.
When 62 < 1, ¢(-) = §(-) (dirac delta function) and ®(-) ~ H(-) (Heaviside function). * No deterministic/stochastic environment assumption: As the experiment results show, the ADFQ
Define a function f(-) - the approximation of the term inside the summation, ¢; , (D[P (") : algorithms can work well on stochastic environments.
a B *  Only two hyperparameters - initial variance and the discount factor: Other BRL algorithms tend to
_¢<u) forge|u—eut+e,ek1 :
o) =< ° ’ require many hyperparameters to be chosen.
0 otherwise T
\ . Limitations
Then, ﬁQS,a(qIH, r,s') = ﬁQS,a () = - Z crvf(q; hrp,0rp) for g € (—oo, +00) * Convergence analysis is not provided in this paper.
beEA  Applied domains are limited to finite state and action spaces. We are currently extending our method
Applying ADF, new mean and variance are: to continuous domains
. g D> .y Croblirb v s S crp02,  Just a linear combination
a~bQs o ()] = dlg~p )] = ’ :
s 2 _p Crib 1™PQs,a () >perp  Of IVW mean/variance! FEATURED REFERENCE
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