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Introduction

• Datasets are naturally 
imbalanced. 

• Balanced datasets are 
desired 

• Variance reduction for SGD 
is desired for fast 

(a) True population (b) Dataset (c) Stratified Sampling (d) Pre-clustering (K-means) (e) k-DPP sampling

Figure 2: Visualization of different non-uniform data subsampling schemes on toy data. Panel (a) shows a homogeneous distribution
of data. We assume that we only observe an imbalanced subset, shown in panel (b). Panels (c), (d), (e) demonstrate different biased
sampling methods that aim at restoring balance in the data. Thicknesses of data points thereby indicate their sampling frequency. Stratified
sampling (c) relies on dividing the feature space vertically along certain dimensions, whereas pre-clustering (d) defines the strata as
clusters obtained from k-means [11] (we used k = 4). The black diamonds show the cluster centers and data are colored with respect to
their cluster membership. Panel (e) shows the results using the k-DPP, using an RPF kernel of spatial distances as similarity measure
between data points. In this example, the k-DPP best restores the balance of the original data set.

Algorithm. Our proposed algorithm directly optimizes the
diversified risk in Eq. 5. To this end, we propose SGD
updates on diversified mini-batches of fixed size k,

qt+1 = qt �rt
1
k Â

i2B
—`(q ,xi), B ⇠ k�DPP. (6)

Above, B ⇢ {1, . . . ,N} is a collection of k indices, drawn
from the k-DPP. In every stochastic gradient step, we thus
sample mini-batches from the k-DPP and carry out an update
with decreasing learning rate rt .

Sampling from the k-DPP first requires an eigendecomposi-
tion of its kernel. This decomposition can also be approx-
imated and has to be computed only once for one dataset.
Drawing a sample then has the computational complexity
O(Nk3), where k is the mini-batch size, which is much more
efficient since k is commonly small. This approach is briefly
summarized in Algorithm 1; details on the sampling pro-
cedure are given in the supplementary material. For more
details, we refer to [19] and to [4, 24] for more efficient
sampling procedures.

Algorithm 1 BM-SGD
Input: Data X , mini-batch size k, eigendecomposition
{(vn,ln)}N

n=1 of similarity matrix K.
for t = 0 to MaxIter do

Sample a mini-batch using the k-DPP
Sample k eigenvectors V using eigenvalues;
Sample mini-batch ~x of size k using V . (See supple-
ment.)
Update parameters
qt+1 = qt +rtg⇤(qt ;~x) (g* is the gradient estimate)

end

In case of probabilistic graphical models, such as Latent
Dirichlet Allocation (LDA), stochastic variational inference
(SVI) is needed, which is a special case of SGD. Every SVI
update involves an inner loop. Algorithm 2 is shown using
LDA [6] as an example to demonstrate BM-SVI.

Note that at first sight, the linear scaling with the number of
data points N seems to spoil the efficiency of SGD, which
does not depend on N. However, the sampling procedure is
independent of the machine learning model. This indicates
that we can draw the samples in parallel while learning the
model or even draw the samples as an pre-processing step
across all models.

Moreover, we can benefit from this sampling scheme in
different ways. First, SVI with inner loops as in latent vari-
able models is computationally expensive, which makes a
more sophisticated choice of mini-batches desirable. Sec-
ond, as we show, diversified mini-batches have the benefit
of variance reduction, which may also compensate for the
overhead of sampling from the DPP. Third, there are ap-
proximate versions of k-DPP sampling which are scalable
to big datasets [4, 23]. For example, fast k-DPP is used in
our experiment in section 5.3 for a large scale dataset.

Algorithm 2 BM-SVI
We adopt the notation from [13].
for t = 0 to MaxIter do

Sample a mini-batch using the k-DPP;
Update variational parameters;
for j = 0 to Mini-batch Size do

Update local variational parameters ( e.g. f and l
for LDA) for mini-batch.

end
Compute the intermediate global parameters as if the
mini-batch is replicated D

S times.
( e.g. l̃kw = h + D

S ÂS
s=1 ntwftwk for LDA)

Update the current estimate of the global variational
parameters with rt = (t0 + t)�k.
l = (1�rt)l +rt l̃

end

Variance reduction and connections to stratified sam-
pling. It is widely acknowledged that dividing the data
into different strata and sampling data from each stratum

Goal: Point wise data re-balancing. 

Related Work

(a) GroundTruth (b) SVI (c) Poisson disk SVI
Figure 3: Parameter recovering using Topic Model. Panel (a) shows the ground truth which is the target to
recover; Panel (b) shows the parameter estimated by traditional SVI, where the rare topic (last one) is not recovered,
while Panel (c) shows the result with Poisson disk sampling SVI. All the latent parameters are recovered.
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Figure 4: Oxford Flower Classification with Softmax. SGD with Poisson Disk sampling converges faster than
traditional SGD (rand). The w is the weight balancing the visual feature and label information as in [13].

[13]. The first one is using Latent Dirichlet Allocation (LDA) [1] with SVI. The analysis is using
synthetic data as in [13]. Then, we use Softmax to perform fine-grained classification with Oxford
Flower dataset [11]. For both experiments, we use the sampling distance measure Dij = 1 � Sij ,
where each entry of Sij is the cosine similarity between data points with indices i and j.

LDA with Synthetic Data This experiment is to recover the parameters of Latent Dirichlet allocation
(LDA) [1]. We generate a synthetic dataset with the same parameter setting as in [13]. Here, the
data is imbalanced (the last two topics are used comparably rarely). The task is to recover the ground
truth latent parameters as shown in Figure 3 Panel (a). Figure 3 Panel (b) shows the result of using
traditional SVI where the last per topic word distribution is not recovered. Figure 3 Panel (c) shows the
result of SVI with Poisson disk sampling. Similar to DPP in [13], all latent parameters are recovered.

k 50 80 102 150 200
k-DPP time 7.1680 29.687 58.4086 189.0303 436.4746
Fast k-DPP 0.1032 0.3312 0.6512 1.8745 4.1964

Poisson Disk 0.0461 0.0795 0.1048 0.1657 0.2391
Table 1: Sampling time for each mini-batch. CPU time is reported in the unit of seconds. In practice, the
operation can be easily parallelized for all these methods.

Oxford Flower Classification with Softmax We further evaluate the performance of Poisson Disk
sampling for SGD on a fine-grained classification task as in [13] with the same experimental setting.
The minimum radius r is set to half of the median value of the distance measure D for Poisson disk
sampling. Figure 4 show the test accuracy at the end of each epoch. Using Poisson disk sampling
for mini-batch selection leads to the same e�ect as using k-DPP [13]. Table 1 shows the comparison
of sampling time using 1) traditional DPP [7], 2) fast k-DPP [9], and 3) Poisson disk sampling. We
can thus see that Poisson disk sampling is significantly faster than DPP, while providing very similar
improvements for all cases.

5 Discussion
In this work, we generalize our previous work on using DPP for mini-batch sampling to general
stochastic point processes with repulsive interactions. This enables us to explore various point
patterns, and at the same time allows for e�cient simulation. As an example, we utilized Poisson disk
sampling with dart throwing for mini-batch sampling. This sampling method achieves the same e�ect
as using DPP, but is much more e�cient. In future works, we would like to experiment with more
sampling methods.
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Figure 3: Parameter recovering using Topic Model. Panel (a) shows the ground truth which is the target to
recover; Panel (b) shows the parameter estimated by traditional SVI, where the rare topic (last one) is not recovered,
while Panel (c) shows the result with Poisson disk sampling SVI. All the latent parameters are recovered.
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synthetic data as in [13]. Then, we use Softmax to perform fine-grained classification with Oxford
Flower dataset [11]. For both experiments, we use the sampling distance measure Dij = 1 � Sij ,
where each entry of Sij is the cosine similarity between data points with indices i and j.

LDA with Synthetic Data This experiment is to recover the parameters of Latent Dirichlet allocation
(LDA) [1]. We generate a synthetic dataset with the same parameter setting as in [13]. Here, the
data is imbalanced (the last two topics are used comparably rarely). The task is to recover the ground
truth latent parameters as shown in Figure 3 Panel (a). Figure 3 Panel (b) shows the result of using
traditional SVI where the last per topic word distribution is not recovered. Figure 3 Panel (c) shows the
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Table 1: Sampling time for each mini-batch. CPU time is reported in the unit of seconds. In practice, the
operation can be easily parallelized for all these methods.

Oxford Flower Classification with Softmax We further evaluate the performance of Poisson Disk
sampling for SGD on a fine-grained classification task as in [13] with the same experimental setting.
The minimum radius r is set to half of the median value of the distance measure D for Poisson disk
sampling. Figure 4 show the test accuracy at the end of each epoch. Using Poisson disk sampling
for mini-batch selection leads to the same e�ect as using k-DPP [13]. Table 1 shows the comparison
of sampling time using 1) traditional DPP [7], 2) fast k-DPP [9], and 3) Poisson disk sampling. We
can thus see that Poisson disk sampling is significantly faster than DPP, while providing very similar
improvements for all cases.

5 Discussion
In this work, we generalize our previous work on using DPP for mini-batch sampling to general
stochastic point processes with repulsive interactions. This enables us to explore various point
patterns, and at the same time allows for e�cient simulation. As an example, we utilized Poisson disk
sampling with dart throwing for mini-batch sampling. This sampling method achieves the same e�ect
as using DPP, but is much more e�cient. In future works, we would like to experiment with more
sampling methods.
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Figure 1: Demonstration of Poisson disk sampling with the dart
throwing algorithm. The data marked in red are the samples that are
collected already. The black circles of a certain radius r mark regions
claimed by the red points. For the next iteration, if the newly sampled
point falls in any of the circles (points colored in gray), this point
will be rejected. If the point is outside the circles (points shaded in
green), we add it to the collation of samples.

(a) data (b) DPP (c) Poisson Disk
Figure 2: Example samplings. Panel (a) demonstrates a dataset that is imbalanced, panel (b) shows the marginal
probability using DPP, and panel (c) shows the simulated marginal probability with dart throwing.

some x, k(x, ✓)Tk(y, ✓)
h

%(x,y)
�(x)�(y) � 1

i
< 0. This is a generalization of Theorem 3 in [13], for a

sampler with arbitrary properties.

3 Poisson Disk Sampling with Dart Throwing
In this section, we show how to use Poisson disk sampling to sample diversified mini-batches rather
than using DPP as in [13]. In general, we can simulate all stochastic point processes with generalized
dart throwing and statistics fitting as in [12]. Poisson disk sampling, typically implemented with the
e�cient dart throwing algorithm [8], is a particular type of repulsive point process that provides point
arrangements very similar to those of DPP, albeit much more e�ciently.
This process dictates that the smallest distance between each pair of sample points should be at least r
with respect to some distance measure D. In this way, it can sample data to cover the space as uniform
as possible. Thus, it downsamples dense regions and upsamples sparse areas. At each iteration, the
basic dart throwing algorithm for Poisson disk sampling works as follows: 1) randomly sample a data
point; 2) if it is within a distance r of any already accepted data point, reject; otherwise, accept the
new point. This procedure is similar to k-DPP in [13]. We can also specify the maximum sampling
size k with dart throwing. This means that we terminate the algorithm when k are considered. Thus,
the computational complexity is O(k2) using Poisson disk sampling with dart throwing1. On the other
hand, the computational complexity using DPP is O(Nk3), where N is the number of data points in the
dataset. Note that the graphics community uses such sampling algorithms for sampling in continuous
spaces, but here we use dart throwing for sampling from discrete data. Figure 1 demonstrates the
resulting algorithm of using dart throwing with discrete data.
We use a toy example shown in Figure 2 to compare DPP and Poisson disk sampling. In this figure,
Panel (a) shows an example of an imbalanced dataset as in [13]; Panel (b) shows the marginal
probability of each point being sampled with DPP. The size of the marker is proportional to its
marginal probability. Similarly, panel (c) shows the simulated marginal probability of each data point
being sampled using Poisson Disk sampling, with 1000 sampling trials. Thus, sizes of markers are
proportional to the sampling frequency of points. We can see that Poisson disk sampling generates
samplings similar to those with DPP. They both balance the datasets in a point-wise manner. We show
more examples on sampled mini-batches in the appendix.

4 Experiments
In this section, we show that using Poisson disk sampling achieve the same performance improvement
as with DPP in [13], but significantly faster. We perform two experiments in the same setting as in

1In practice, the number of accepted points can be smaller than the number of considered points in the dataset,
as some of them will be eliminated by not satisfying the distance criteria.
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(c) P.L. Zhao and T. Zhang. Accelerating minibatch stochastic gradient descent using stratified sampling. 
arXiv preprint arXiv:1405.3080, 2014.  
(d) T.F Fu and Z.H. Zhang. CPSG-MCMC: Clustering-based  preprocessing method for stochastic 
gradient MCMC. In  AISTATS, 2017.  
(e) C. Zhang,  H. Kjellström, and S. Mandt. Determinantal Point Processes for Mini-Batch 
Diversification. UAI, 2017.

3 METHOD
Our method, DM-SGD, uses a version of the DPP for mini-
batch sampling in stochastic gradient descent. We show
that this balances the underlying data distribution and si-
multaneously accelerates the convergence due to variance
reduction. We briefly revisit DPP first, and then introduce
our mini-batch diversification method. Theoretical aspects
are then discussed in Section ??.

3.1 DETERMINANTAL POINT PROCESSES

A point process is a collection of points randomly located
in some mathematical space. The most prominent example
is the Poisson process on the real line [?], which models
independently occurring events. In contrast, the DPP [?, ?]
models repulsive correlations between these points.

In this paper, we restrict ourselves to a finite set of N points.
Denote by L 2 RN⇥N a similarity kernel matrix between
these points, e.g. based on spatial distances or some other
criterion. L is real, symmetric and positive definite, and
its elements Li j are some appropriately defined measure of
similarity between the ith and jth data. The DPP assigns
a probability to subsampling any subset Y of {1, . . . ,N},
which is proportional to the determinant of the sub-matrix
LY of L which indexes the subset,

P(Y ) =
det(LY )

det(L+ I)
µ det(LY ). (1)

For instance, if Y = {i, j} consists of only two elements,
then P(Y ) µ LiiL j j �Li jL ji. Because Li j and L ji measure
the similarity between elements i and j, being more similar
lowers the probability of co-occurrence. On the other hand,
when the subset is very diverse, the determinant is bigger
and correspondingly its co-occurrence is more likely. The
DPP thus naturally diversifies the selection of subsets.

In this paper, we propose to use the DPP to diversify mini-
batches. In practice, the mini-batch size is usually con-
strained by empirical bounds or hardware restrictions. In
this case, we want to use DPP conditioned on a given size k.
Therefore, a slightly modified version of the DPP is needed,
which is called k-DPP [?]. It assigns probabilities to subsets
of size k,

Pk
L(Y ) =

det(LY )

Â|Y 0|=k det(LY 0)
. (2)

Apart from conditioning on the size of the subset of points,
the k-DPP has the same diversification effect as the DPP [?].
In order to have a fixed mini-batch size we use the k-DPP in
this work.

3.2 MINI-BATCH DIVERSIFICATION

The diversifying property of the k-DPP makes it well-suited
to diversify mini-batches. We first discuss our learning
objective—the diversified risk. We then introduce our algo-
rithm and qualitatively discuss its properties.

Sampling with k-DPP
�
�
�

 
 
 

Sampling randomly
�
�
�

 
 
 

Figure 1: Sampling mini-batches using the k-DPP. For an imbal-
anced dataset, our method results in diversified mini-batches.

Expected, empirical, and diversified risk. Many prob-
lems in machine learning amount to minimizing some loss
function `(x,q) which both depends on a set of parame-
ters q and on data x. In probabilistic modeling, ` could be
the negative logarithm of the likelihood of a probabilistic
model, or a variational lower bound [?, ?]. We often thereby
assume that the data were generated as draws from some un-
derlying unknown data-generating distribution pdata(x), also
called the population distribution. To best generalize to un-
seen data, we would ideally like to minimize this function’s
expectation under pdata,

J(q) = E
x⇠pdata

[`(x;q)] (3)

This objective function is also called expected risk [?]. Since
pdata(x) is unknown and we believe that our observed data
are in some sense a representative draw from the population
distribution, we can replace the expectation by an expecta-
tion over the empirical distribution of the data pemp, which
leads to the empirical risk [?],

Ĵ(q) = E
x⇠pemp

[`(x;q)] = 1
N

N

Â
i=1

`(xi,q). (4)

A typical goal in machine learning is not to minimize the
empirical risk with high accuracy, but to learn model pa-
rameters that generalize well to unseen data. For every data
point in a test set, we wish our model to have high predictive
accuracy. If this test set is more balanced than the training
set (for instance, because it contains all classes to equal
proportions in a classification setup), we would naturally
like to train our model on a more balanced training set than
the original one without throwing away data. In this work,
we present a systematic way to achieve this goal based on
biased subsampling of the training data. We term the collec-
tion of all samples generated from biased subsampling the
balanced dataset.

To this end, we introduce the diversified risk, where we
average the loss function over diversified mini-batches~x of
size k,

J⇤(q) = 1
k E
~x⇠k�DPP

[`(~x;q)], (5)

Due to the repulsive nature of k-DPP, similar data points
are less likely to co-occur in the same draw. Thus, data
points which are very different from the rest are more likely
to be sampled and obtain a higher weight, as illustrated in
Figure ?? (e).

The diversified risk depends both on the mini-batch size and
on the similarity kernel L of the data. A more theoretical
analysis of the diversified risk is carried out in Section ??.

Sample randomly Sample repulsively

• Determinantal Point Processes (DPP): 

multaneously accelerates the convergence due to variance
reduction. We briefly revisit DPP first, and then introduce
our mini-batch diversification method. Theoretical aspects
are then discussed in Section 4.

3.1 Determinantal point processes revisited

A point process is a collection of points randomly located
in some mathematical space. The most prominent example
is the Poisson process on the real line [17], which models
independently occurring events. In contrast, the DPP [19,
25] models repulsive correlations between these points.

In this paper, we restrict ourselves to a finite set of N points.
Denote L 2 RN⇥N a similarity kernel matrix between these
points, e.g. based on spatial distances or some other criterion.
L is real, symmetric and positive definite, and its elements
Li j are some appropriately defined measure of similarity
between the ith and jth data. The DPP assigns a probability
to subsampling any subset Y of {1, . . . ,N}, which is propor-
tional to the determinant of the sub-matrix LY of L which
indexes the subset,

P(Y ) =
det(LY )

det(L+ I)
µ det(LY ). (1)

For instance, if Y = {i, j} consists of only two elements,
then P(Y ) µ LiiL j j �Li jL ji. Because Li j and L ji measure
the similarity between elements i and j, being more similar
lowers the probability of co-occurrence. On the other hand,
when the subset is very diverse, the determinant is bigger
and correspondingly its co-occurrence is more likely. The
DPP thus naturally diversifies the selection of subsets.

In this paper, we propose to use the DPP to diversify mini-
batches. In practice, the mini-batch size is usually con-
strained by empirical bounds or hardware restrictions. In
this case, we want to use DPP conditioned on a given size
k. Therefore, a slightly modified version of the DPP is
needed, which is called k-DPP [18]. It assigns probabilities
to subsets of size k,

Pk
L(Y ) =

det(LY )

Â|Y 0|=k det(LY 0)
. (2)

Apart from conditioning on the size of the subset of
points, the k-DPP has the same diversification effect as
the DPP [18]. Our proposed method could use either DPP
or k-DPP. For practical reasons, k-DPP is used in this work.

3.2 Mini-batch diversification using the k-DPP

The diversifying property of the k-DPP makes it well-suited
to diversify mini-batches. We first discuss our learning
objective—the diversified risk. We then introduce our algo-
rithm and qualitatively discuss its properties.

Expected, empirical, and diversified risk. Many prob-
lems in machine learning amount to minimizing some loss
function `(x,q) which both depends on a set of parameters
q and on data x. In probabilistic modeling, ` could be the
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Figure 1: Sampling mini-batches using the k-DPP. For an im-
balanced dataset, sampling mini-batches with k-DPP results in
diversified mini-batches.

negative logarithm of the likelihood of a probabilistic model,
or a variational lower bound [6, 14]. We often thereby as-
sume that the data were generated as draws from some
underlying unknown data-generating distribution pdata(x),
also called population distribution. To best generalize to un-
seen data, we would ideally like to minimize this function’s
expectation under pdata,

J(q) = E
x⇠pdata

[`(x;q)] (3)

This objective function is also called expected risk [7]. Since
pdata(x) is unknown and we believe that our observed data
are in some sense a representative draw from the population
distribution, we can replace the expectation by an expecta-
tion over the empirical distribution of the data pemp, which
leads to the empirical risk [7],

Ĵ(q) = E
x⇠pemp

[`(x;q)] = 1
N

N

Â
i=1

`(xi,q). (4)

A typical goal in machine learning is not to minimize the
empirical risk with high accuracy, but to learn model pa-
rameters that generalize well to unseen data. For every data
point in a test set, we wish our model to have high predictive
accuracy. If this test set is more balanced than the training
set (for instance, because it contains all classes to equal
proportions in a classification setup), we would naturally
like to train our model on a more balanced training set than
the original one without throwing away data. In this work,
we present a systematic way to achieve this goal based on
biased subsampling of the training data. We term the collec-
tion of all samples generated from biased subsampling the
balanced dataset.

To this end, we introduce the diversified risk, where we
average the loss function over diversified mini-batches~x of
size k,

J⇤(q) = 1
k E
~x⇠k�DPP

[`(~x;q)], (5)

Due to the repulsive nature of k-DPP, similar data points
are less likely to co-occur in the same draw. Thus, data
points which are very different from the rest are more likely
to be sampled and obtain a higher weight, as illustrated in
Figure 2 (e).

The diversified risk depends both on the mini-batch size and
on the similarity kernel L of the data. A more theoretical
analysis of the diversified risk is carried out in Section 4.
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Figure 11: The frequency of images in each class for Oxford
Flower dataset, with k = 102.
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multaneously accelerates the convergence due to variance
reduction. We briefly revisit DPP first, and then introduce
our mini-batch diversification method. Theoretical aspects
are then discussed in Section 4.

3.1 Determinantal point processes revisited

A point process is a collection of points randomly located
in some mathematical space. The most prominent example
is the Poisson process on the real line [17], which models
independently occurring events. In contrast, the DPP [19,
25] models repulsive correlations between these points.

In this paper, we restrict ourselves to a finite set of N points.
Denote L 2 RN⇥N a similarity kernel matrix between these
points, e.g. based on spatial distances or some other criterion.
L is real, symmetric and positive definite, and its elements
Li j are some appropriately defined measure of similarity
between the ith and jth data. The DPP assigns a probability
to subsampling any subset Y of {1, . . . ,N}, which is propor-
tional to the determinant of the sub-matrix LY of L which
indexes the subset,

P(Y ) =
det(LY )

det(L+ I)
µ det(LY ). (1)

For instance, if Y = {i, j} consists of only two elements,
then P(Y ) µ LiiL j j �Li jL ji. Because Li j and L ji measure
the similarity between elements i and j, being more similar
lowers the probability of co-occurrence. On the other hand,
when the subset is very diverse, the determinant is bigger
and correspondingly its co-occurrence is more likely. The
DPP thus naturally diversifies the selection of subsets.

In this paper, we propose to use the DPP to diversify mini-
batches. In practice, the mini-batch size is usually con-
strained by empirical bounds or hardware restrictions. In
this case, we want to use DPP conditioned on a given size
k. Therefore, a slightly modified version of the DPP is
needed, which is called k-DPP [18]. It assigns probabilities
to subsets of size k,

Pk
L(Y ) =

det(LY )

Â|Y 0|=k det(LY 0)
. (2)

Apart from conditioning on the size of the subset of
points, the k-DPP has the same diversification effect as
the DPP [18]. Our proposed method could use either DPP
or k-DPP. For practical reasons, k-DPP is used in this work.

3.2 Mini-batch diversification using the k-DPP

The diversifying property of the k-DPP makes it well-suited
to diversify mini-batches. We first discuss our learning
objective—the diversified risk. We then introduce our algo-
rithm and qualitatively discuss its properties.

Expected, empirical, and diversified risk. Many prob-
lems in machine learning amount to minimizing some loss
function `(x,q) which both depends on a set of parameters
q and on data x. In probabilistic modeling, ` could be the
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Figure 1: Sampling mini-batches using the k-DPP. For an im-
balanced dataset, sampling mini-batches with k-DPP results in
diversified mini-batches.

negative logarithm of the likelihood of a probabilistic model,
or a variational lower bound [6, 14]. We often thereby as-
sume that the data were generated as draws from some
underlying unknown data-generating distribution pdata(x),
also called population distribution. To best generalize to un-
seen data, we would ideally like to minimize this function’s
expectation under pdata,

J(q) = E
x⇠pdata

[`(x;q)] (3)

This objective function is also called expected risk [7]. Since
pdata(x) is unknown and we believe that our observed data
are in some sense a representative draw from the population
distribution, we can replace the expectation by an expecta-
tion over the empirical distribution of the data pemp, which
leads to the empirical risk [7],

Ĵ(q) = E
x⇠pemp

[`(x;q)] = 1
N

N

Â
i=1

`(xi,q). (4)

A typical goal in machine learning is not to minimize the
empirical risk with high accuracy, but to learn model pa-
rameters that generalize well to unseen data. For every data
point in a test set, we wish our model to have high predictive
accuracy. If this test set is more balanced than the training
set (for instance, because it contains all classes to equal
proportions in a classification setup), we would naturally
like to train our model on a more balanced training set than
the original one without throwing away data. In this work,
we present a systematic way to achieve this goal based on
biased subsampling of the training data. We term the collec-
tion of all samples generated from biased subsampling the
balanced dataset.

To this end, we introduce the diversified risk, where we
average the loss function over diversified mini-batches~x of
size k,

J⇤(q) = 1
k E
~x⇠k�DPP

[`(~x;q)], (5)

Due to the repulsive nature of k-DPP, similar data points
are less likely to co-occur in the same draw. Thus, data
points which are very different from the rest are more likely
to be sampled and obtain a higher weight, as illustrated in
Figure 2 (e).

The diversified risk depends both on the mini-batch size and
on the similarity kernel L of the data. A more theoretical
analysis of the diversified risk is carried out in Section 4.

• k-DPP:

Experiments

Main contribution

• Generalzation of our previous working using DPP (d). 
 We generalize the proof of variance reduction and show that all we 
need is a point process with repulsive correlations. 


• Accelerate the sampling using Poisson Disk Sampling with dart 
throwing.

multaneously accelerates the convergence due to variance
reduction. We briefly revisit DPP first, and then introduce
our mini-batch diversification method. Theoretical aspects
are then discussed in Section 4.
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in some mathematical space. The most prominent example
is the Poisson process on the real line [17], which models
independently occurring events. In contrast, the DPP [19,
25] models repulsive correlations between these points.
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points, e.g. based on spatial distances or some other criterion.
L is real, symmetric and positive definite, and its elements
Li j are some appropriately defined measure of similarity
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to subsampling any subset Y of {1, . . . ,N}, which is propor-
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lowers the probability of co-occurrence. On the other hand,
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and correspondingly its co-occurrence is more likely. The
DPP thus naturally diversifies the selection of subsets.

In this paper, we propose to use the DPP to diversify mini-
batches. In practice, the mini-batch size is usually con-
strained by empirical bounds or hardware restrictions. In
this case, we want to use DPP conditioned on a given size
k. Therefore, a slightly modified version of the DPP is
needed, which is called k-DPP [18]. It assigns probabilities
to subsets of size k,
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Apart from conditioning on the size of the subset of
points, the k-DPP has the same diversification effect as
the DPP [18]. Our proposed method could use either DPP
or k-DPP. For practical reasons, k-DPP is used in this work.

3.2 Mini-batch diversification using the k-DPP

The diversifying property of the k-DPP makes it well-suited
to diversify mini-batches. We first discuss our learning
objective—the diversified risk. We then introduce our algo-
rithm and qualitatively discuss its properties.

Expected, empirical, and diversified risk. Many prob-
lems in machine learning amount to minimizing some loss
function `(x,q) which both depends on a set of parameters
q and on data x. In probabilistic modeling, ` could be the
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balanced dataset, sampling mini-batches with k-DPP results in
diversified mini-batches.

negative logarithm of the likelihood of a probabilistic model,
or a variational lower bound [6, 14]. We often thereby as-
sume that the data were generated as draws from some
underlying unknown data-generating distribution pdata(x),
also called population distribution. To best generalize to un-
seen data, we would ideally like to minimize this function’s
expectation under pdata,

J(q) = E
x⇠pdata

[`(x;q)] (3)

This objective function is also called expected risk [7]. Since
pdata(x) is unknown and we believe that our observed data
are in some sense a representative draw from the population
distribution, we can replace the expectation by an expecta-
tion over the empirical distribution of the data pemp, which
leads to the empirical risk [7],

Ĵ(q) = E
x⇠pemp

[`(x;q)] = 1
N

N

Â
i=1

`(xi,q). (4)

A typical goal in machine learning is not to minimize the
empirical risk with high accuracy, but to learn model pa-
rameters that generalize well to unseen data. For every data
point in a test set, we wish our model to have high predictive
accuracy. If this test set is more balanced than the training
set (for instance, because it contains all classes to equal
proportions in a classification setup), we would naturally
like to train our model on a more balanced training set than
the original one without throwing away data. In this work,
we present a systematic way to achieve this goal based on
biased subsampling of the training data. We term the collec-
tion of all samples generated from biased subsampling the
balanced dataset.

To this end, we introduce the diversified risk, where we
average the loss function over diversified mini-batches~x of
size k,

J⇤(q) = 1
k E
~x⇠k�DPP

[`(~x;q)], (5)

Due to the repulsive nature of k-DPP, similar data points
are less likely to co-occur in the same draw. Thus, data
points which are very different from the rest are more likely
to be sampled and obtain a higher weight, as illustrated in
Figure 2 (e).

The diversified risk depends both on the mini-batch size and
on the similarity kernel L of the data. A more theoretical
analysis of the diversified risk is carried out in Section 4.

Diversified risk:   

Poisson Disk Sampling with Dart Throwing

weights bi,

J⇤(q) = 1
k

N

Â
i=1

bi `(xi,q).

As bi ! k/N in case of a trivial similarity kernel L = I, this
quantity just becomes the empirical risk.

Proof. We employ the indicators mi defined above:

k J⇤(q) = E
x⇠kDPP

[`(x;q)] = E[
N

Â
i=1

mi`(xi;q)]

=
N

Â
i=1

E[mi]`(xi;q) =
N

Â
i=1

bi`(xi;q).

The following corollary allows us to construct an unbiased
stochastic gradient based on BM-SGD in case we are not
interested in re-balancing the population.

Corollary 2.1. The following SGD scheme leads to an
unbiased stochastic gradient:

qt+1 = qt �rt
1
k Â

i2B

1
bi

—`(q ,xi), B ⇠ kDPP. (11)

This is a simple consequence of the identity
E[ÂN

i=1
mi
bi

g(q ;xi)] = ÂN
i=1E[

mi
bi
]g(q ;xi) = g(q ,x).

Finally, we investigate under which circumstances the BM-
SGD gradient has a lower variance compared to simple mini-
batch SGD on the diversified risk. To this end, consider the
gradient components g(xi,q), g(xi,q) of data points i and j,
respectively, as well as their correlation Ci j under the k-DPP.
A sufficient condition for BN-SGD to reduce the variance is
given as follows.

Theorem 3. Assume that for all data points xi and x j and
for all parameters q in a region of interest, the scalar product
g(xi,q)>g(x j,q) is always positive (negative) whenever the
correlation Ci j is negative (positive), respectively. Then,
BM-SGD has a lower variance than SGD.

Remark. The sufficient conditions outlined in Theorem 3
are very strong, but its proof provides us with valuable
insights of why variance reduction occurs.

Proof. To begin with, define

gF(q ,x) = 1
k ÂN

i=1bi g(q ,xi), (12)

g⇤(q ,x) = 1
k ÂN

i=1mi g(q ,xi), (13)

where g⇤ is the BM-SGD gradient and gF = E[g⇤] is the full
gradient of the diversified risk.

We denote the difference between the expected and stochas-
tic gradient as

Dg = g⇤ �gF = 1
k ÂN

i=1(bi �mi)g(q ,xi), (14)

By construction, this quantity has expectation zero. We are
interested in the trace of the stochastic gradient covariance,

Var(g⇤) = Tr(Cov(g⇤)) = E[Dg>Dg]. (15)

This quantity can be expressed as

Var(g⇤) =
1
k2

N

Â
i, j=1

E[(mi �bi)(m j �b j)]| {z }
E[mim j ]�bib j

g(xi,q)>g(x j,q)

We can furthermore compute

E[mim j] = E[mi]di j +E[mim j](1�di j)

= E[mi]di j +(Ci j +1)bib j(1�di j),

where di j is the Kronecker symbol and we used that mi =m2
i .

Collecting all terms, the variance can be written as

Var(g⇤) =
1
k2

N

Â
i=1

(bi �b2
i ) ||g(xi,q)||22

+
1
k2 Â

i 6= j
Ci jbib jg(xi,q)>g(x j,q).

The first term is just the variance of regular mini-batch
SGD, where we sample each data point with probability
proportional to bi, which also optimizes the diversified risk.
This term is always positive because bi < 1 and thus bi > b2

i .

The second term can be both positive and negative. By a
clever choice of similarity kernel and resulting correlation
function Ci j, the second term may therefore reduce the vari-
ance. We immediately see that this condition is given as
specified in Theorem 3:

8i6= j : Ci j g(xi,q)>g(x j,q)< 0. (16)

This proves our claim.

Discussion of Theorem 3. If the similarity kernel L relies
on spatial distances, nearby data points xi and x j have a
negative correlation Ci j under the k-DPP. However, if the
loss function is smooth, also g(xi,q) and g(x j,q) tend to
align. Eq. 16 is therefore naturally satisfied for these points.
Correlations can also be positive: since some combinations
of data points are less likely to co-occur, others must be
more likely to co-occur. Since these points tend to be far
apart, it is reasonable to assume that their gradients show
no tendency to align. It is therefore plausible to assume that
for these points, Eq. 16 also applies1.

To summarize, if the condition in Eq. 16 is met, we can guar-
antee variance reduction relative to mini-batch SGD, and
we have given arguments why it is plausible that these are
met to some degree when using BM-SGD with a distance-
dependent similarity kernel. In our experimental section we

1We only need to assure that the negative contributions out-
weigh the positive ones to see variance reduction.

Our paper is structured as follows. We first present our theoretical contribution on using stochastic
point processes for mini-batch sampling in Section 2. We then explain Poisson disk sampling with
dart throwing in Section 3. Finally, we demonstrate on several models that Poisson disk sampling with
a dart throwing algorithm can achieve similar performance as mini-batch diversification with DPPs.

2 Stochastic Point Processes for Mini-batch Diversification
Here, we introduce our method of using stochastic point processes for mini-batch diversification,
generalizing [13] from k-DPPs to arbitrary point processes with negative two-point correlations.

Point processes Point processes describe generating processes underlying observed point distribu-
tions [10, 5]. We will consider point processes in Rd for the discussion in this paper. A point process
P can be defined by considering the joint probabilities of finding points generated by this process in
infinitesimal volumes.
One way to express these probabilities is via product densities. Let xi denote some arbitrary points
in Rd, and Bi infinitesimal spheres centered at these points with volumes dxi = |Bi|. Then the
nth order product density %(n) is defined by p(x1, · · · ,xn) = %(n)(x1, · · · ,xn)dx1 · · · dxn, where
p(x1, · · · ,xn) is the joint probability of having a point of the point process P in each of the in-
finitesimal spheres Bi. For example, DPP defines the probability to sample a subset as to be positive
propositional to the determinant of the similarity kernel matrix.
A point process P can be defined to consist of finite or infinite number of points. For a stationary point
process, the first order product density, also called intensity, becomes a constant �(x) := %(1)(x) = �,
and second order product density %(x,y) := %(2)(x,y) becomes a function of the di�erence between
point locations %(x � y), commonly written in terms of the intensity normalized pair correlation
function (PCF) g [12] as %(x� y) = �2g(x� y). Isotropy further simplifies it to %(||x� y||).
Mini-Batch Sampling with Stochastic Point Processes Recently, Zhang et al. [13] investigated how
to utilize a particular type of point process, DPP, for mini-batch diversification. Here, we generalize
the theoretical results to arbitrary point processes, and elaborate on how the resulting formulations
can be utilized for SVI and SGD. This opens the door to a vast literature on point processes, and
e�cient algorithms for sampling.
As explained in [13], diversified mini-batch sampling algorithms optimize the diversified risk:

ˆJdata0(✓) =
X

i

wil(xi, ✓). (1)

Each weight wi is the marginal probability that the data point xi is sampled under the point process.
If wi = 1, the algorithm optimizes the original empirical risk.
Stochastic gradient descent (SGD) based algorithms work by estimating rJdata0(✓), starting from the
estimator in Equation 1. The resulting gradient can be written as ˆ

K(✓) =
P

i wik(xi, ✓), where we
defined ˆ

K(✓) as the estimator for K(✓) = rJdata0(✓), and k(xi, ✓) := rl(xi, ✓). This estimation
is typically done by taking batches of data, which are sampled stochastically from pdata0(x). Each
batch, i.e. set of data points, can thus be considered as an instance of an underlying point process
P that depends on pdata0(x), as well as the sampling algorithm used to sample from pdata0(x). Our
goal is to design sampling algorithms for improved learning performance.

We can compute the variance of the gradient estimate ˆ

K using the theory of stochastic point processes
as we show in the appendix.

varP( ˆK) =

Z

V⇥V
w(x)�(x)w(y)�(y)k(x, ✓)Tk(y, ✓)


%(x,y)

�(x)�(y)
� 1

�
dxdy

+

Z

V
w2

(x)kk(x, ✓)k2�(x)dx,
(2)

where we assume wi’s are sampled from w(x). This equation holds for general point processes with
possibly complex interactions among sample points. For a sampler that randomly samples points
from a distribution, e.g. pdata0(x), %(x,y) = �(x)�(y), and hence the first term above vanishes. The
second term is thus the variance for the case of a random sampler. The reduction in variance due to
the sampler, as compared to random sampling, is thus given by the first term. The � is non-negative
by definition, and we can assume the same for w. Thus, for reducing variance, we require that for
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Mini-Batch Sampling with Stochastic Point Processes 
Figure 1: Demonstration of Poisson disk sampling with the dart
throwing algorithm. The data marked in red are the samples that are
collected already. The black circles of a certain radius r mark regions
claimed by the red points. For the next iteration, if the newly sampled
point falls in any of the circles (points colored in gray), this point
will be rejected. If the point is outside the circles (points shaded in
green), we add it to the collation of samples.

(a) data (b) DPP (c) Poisson Disk
Figure 2: Example samplings. Panel (a) demonstrates a dataset that is imbalanced, panel (b) shows the marginal
probability using DPP, and panel (c) shows the simulated marginal probability with dart throwing.

some x, k(x, ✓)Tk(y, ✓)
h

%(x,y)
�(x)�(y) � 1

i
< 0. This is a generalization of Theorem 3 in [13], for a

sampler with arbitrary properties.

3 Poisson Disk Sampling with Dart Throwing
In this section, we show how to use Poisson disk sampling to sample diversified mini-batches rather
than using DPP as in [13]. In general, we can simulate all stochastic point processes with generalized
dart throwing and statistics fitting as in [12]. Poisson disk sampling, typically implemented with the
e�cient dart throwing algorithm [8], is a particular type of repulsive point process that provides point
arrangements very similar to those of DPP, albeit much more e�ciently.
This process dictates that the smallest distance between each pair of sample points should be at least r
with respect to some distance measure D. In this way, it can sample data to cover the space as uniform
as possible. Thus, it downsamples dense regions and upsamples sparse areas. At each iteration, the
basic dart throwing algorithm for Poisson disk sampling works as follows: 1) randomly sample a data
point; 2) if it is within a distance r of any already accepted data point, reject; otherwise, accept the
new point. This procedure is similar to k-DPP in [13]. We can also specify the maximum sampling
size k with dart throwing. This means that we terminate the algorithm when k are considered. Thus,
the computational complexity is O(k2) using Poisson disk sampling with dart throwing1. On the other
hand, the computational complexity using DPP is O(Nk3), where N is the number of data points in the
dataset. Note that the graphics community uses such sampling algorithms for sampling in continuous
spaces, but here we use dart throwing for sampling from discrete data. Figure 1 demonstrates the
resulting algorithm of using dart throwing with discrete data.
We use a toy example shown in Figure 2 to compare DPP and Poisson disk sampling. In this figure,
Panel (a) shows an example of an imbalanced dataset as in [13]; Panel (b) shows the marginal
probability of each point being sampled with DPP. The size of the marker is proportional to its
marginal probability. Similarly, panel (c) shows the simulated marginal probability of each data point
being sampled using Poisson Disk sampling, with 1000 sampling trials. Thus, sizes of markers are
proportional to the sampling frequency of points. We can see that Poisson disk sampling generates
samplings similar to those with DPP. They both balance the datasets in a point-wise manner. We show
more examples on sampled mini-batches in the appendix.

4 Experiments
In this section, we show that using Poisson disk sampling achieve the same performance improvement
as with DPP in [13], but significantly faster. We perform two experiments in the same setting as in

1In practice, the number of accepted points can be smaller than the number of considered points in the dataset,
as some of them will be eliminated by not satisfying the distance criteria.
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Define stochastic point processes with product densities [1,2]: 

Our paper is structured as follows. We first present our theoretical contribution on using stochastic
point processes for mini-batch sampling in Section 2. We then explain Poisson disk sampling with
dart throwing in Section 3. Finally, we demonstrate on several models that Poisson disk sampling with
a dart throwing algorithm can achieve similar performance as mini-batch diversification with DPPs.

2 Stochastic Point Processes for Mini-batch Diversification
Here, we introduce our method of using stochastic point processes for mini-batch diversification,
generalizing [13] from k-DPPs to arbitrary point processes with negative two-point correlations.
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tions [10, 5]. We will consider point processes in Rd for the discussion in this paper. A point process
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to utilize a particular type of point process, DPP, for mini-batch diversification. Here, we generalize
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ˆJdata0(✓) =
X

i

wil(xi, ✓). (1)

Each weight wi is the marginal probability that the data point xi is sampled under the point process.
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is typically done by taking batches of data, which are sampled stochastically from pdata0(x). Each
batch, i.e. set of data points, can thus be considered as an instance of an underlying point process
P that depends on pdata0(x), as well as the sampling algorithm used to sample from pdata0(x). Our
goal is to design sampling algorithms for improved learning performance.

We can compute the variance of the gradient estimate ˆ
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Our paper is structured as follows. We first present our theoretical contribution on using stochastic
point processes for mini-batch sampling in Section 2. We then explain Poisson disk sampling with
dart throwing in Section 3. Finally, we demonstrate on several models that Poisson disk sampling with
a dart throwing algorithm can achieve similar performance as mini-batch diversification with DPPs.

2 Stochastic Point Processes for Mini-batch Diversification
Here, we introduce our method of using stochastic point processes for mini-batch diversification,
generalizing [13] from k-DPPs to arbitrary point processes with negative two-point correlations.

Point processes Point processes describe generating processes underlying observed point distribu-
tions [10, 5]. We will consider point processes in Rd for the discussion in this paper. A point process
P can be defined by considering the joint probabilities of finding points generated by this process in
infinitesimal volumes.
One way to express these probabilities is via product densities. Let xi denote some arbitrary points
in Rd, and Bi infinitesimal spheres centered at these points with volumes dxi = |Bi|. Then the
nth order product density %(n) is defined by p(x1, · · · ,xn) = %(n)(x1, · · · ,xn)dx1 · · · dxn, where
p(x1, · · · ,xn) is the joint probability of having a point of the point process P in each of the in-
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to utilize a particular type of point process, DPP, for mini-batch diversification. Here, we generalize
the theoretical results to arbitrary point processes, and elaborate on how the resulting formulations
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is typically done by taking batches of data, which are sampled stochastically from pdata0(x). Each
batch, i.e. set of data points, can thus be considered as an instance of an underlying point process
P that depends on pdata0(x), as well as the sampling algorithm used to sample from pdata0(x). Our
goal is to design sampling algorithms for improved learning performance.
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where we assume wi’s are sampled from w(x). This equation holds for general point processes with
possibly complex interactions among sample points. For a sampler that randomly samples points
from a distribution, e.g. pdata0(x), %(x,y) = �(x)�(y), and hence the first term above vanishes. The
second term is thus the variance for the case of a random sampler. The reduction in variance due to
the sampler, as compared to random sampling, is thus given by the first term. The � is non-negative
by definition, and we can assume the same for w. Thus, for reducing variance, we require that for
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Figure 1: Demonstration of Poisson disk sampling with the dart
throwing algorithm. The data marked in red are the samples that are
collected already. The black circles of a certain radius r mark regions
claimed by the red points. For the next iteration, if the newly sampled
point falls in any of the circles (points colored in gray), this point
will be rejected. If the point is outside the circles (points shaded in
green), we add it to the collation of samples.
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Figure 2: Example samplings. Panel (a) demonstrates a dataset that is imbalanced, panel (b) shows the marginal
probability using DPP, and panel (c) shows the simulated marginal probability with dart throwing.
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3 Poisson Disk Sampling with Dart Throwing
In this section, we show how to use Poisson disk sampling to sample diversified mini-batches rather
than using DPP as in [13]. In general, we can simulate all stochastic point processes with generalized
dart throwing and statistics fitting as in [12]. Poisson disk sampling, typically implemented with the
e�cient dart throwing algorithm [8], is a particular type of repulsive point process that provides point
arrangements very similar to those of DPP, albeit much more e�ciently.
This process dictates that the smallest distance between each pair of sample points should be at least r
with respect to some distance measure D. In this way, it can sample data to cover the space as uniform
as possible. Thus, it downsamples dense regions and upsamples sparse areas. At each iteration, the
basic dart throwing algorithm for Poisson disk sampling works as follows: 1) randomly sample a data
point; 2) if it is within a distance r of any already accepted data point, reject; otherwise, accept the
new point. This procedure is similar to k-DPP in [13]. We can also specify the maximum sampling
size k with dart throwing. This means that we terminate the algorithm when k are considered. Thus,
the computational complexity is O(k2) using Poisson disk sampling with dart throwing1. On the other
hand, the computational complexity using DPP is O(Nk3), where N is the number of data points in the
dataset. Note that the graphics community uses such sampling algorithms for sampling in continuous
spaces, but here we use dart throwing for sampling from discrete data. Figure 1 demonstrates the
resulting algorithm of using dart throwing with discrete data.
We use a toy example shown in Figure 2 to compare DPP and Poisson disk sampling. In this figure,
Panel (a) shows an example of an imbalanced dataset as in [13]; Panel (b) shows the marginal
probability of each point being sampled with DPP. The size of the marker is proportional to its
marginal probability. Similarly, panel (c) shows the simulated marginal probability of each data point
being sampled using Poisson Disk sampling, with 1000 sampling trials. Thus, sizes of markers are
proportional to the sampling frequency of points. We can see that Poisson disk sampling generates
samplings similar to those with DPP. They both balance the datasets in a point-wise manner. We show
more examples on sampled mini-batches in the appendix.

4 Experiments
In this section, we show that using Poisson disk sampling achieve the same performance improvement
as with DPP in [13], but significantly faster. We perform two experiments in the same setting as in

1In practice, the number of accepted points can be smaller than the number of considered points in the dataset,
as some of them will be eliminated by not satisfying the distance criteria.
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will be rejected. If the point is outside the circles (points shaded in
green), we add it to the collation of samples.

(a) data (b) DPP (c) Poisson Disk
Figure 2: Example samplings. Panel (a) demonstrates a dataset that is imbalanced, panel (b) shows the marginal
probability using DPP, and panel (c) shows the simulated marginal probability with dart throwing.

some x, k(x, ✓)Tk(y, ✓)
h

%(x,y)
�(x)�(y) � 1

i
< 0. This is a generalization of Theorem 3 in [13], for a

sampler with arbitrary properties.

3 Poisson Disk Sampling with Dart Throwing
In this section, we show how to use Poisson disk sampling to sample diversified mini-batches rather
than using DPP as in [13]. In general, we can simulate all stochastic point processes with generalized
dart throwing and statistics fitting as in [12]. Poisson disk sampling, typically implemented with the
e�cient dart throwing algorithm [8], is a particular type of repulsive point process that provides point
arrangements very similar to those of DPP, albeit much more e�ciently.
This process dictates that the smallest distance between each pair of sample points should be at least r
with respect to some distance measure D. In this way, it can sample data to cover the space as uniform
as possible. Thus, it downsamples dense regions and upsamples sparse areas. At each iteration, the
basic dart throwing algorithm for Poisson disk sampling works as follows: 1) randomly sample a data
point; 2) if it is within a distance r of any already accepted data point, reject; otherwise, accept the
new point. This procedure is similar to k-DPP in [13]. We can also specify the maximum sampling
size k with dart throwing. This means that we terminate the algorithm when k are considered. Thus,
the computational complexity is O(k2) using Poisson disk sampling with dart throwing1. On the other
hand, the computational complexity using DPP is O(Nk3), where N is the number of data points in the
dataset. Note that the graphics community uses such sampling algorithms for sampling in continuous
spaces, but here we use dart throwing for sampling from discrete data. Figure 1 demonstrates the
resulting algorithm of using dart throwing with discrete data.
We use a toy example shown in Figure 2 to compare DPP and Poisson disk sampling. In this figure,
Panel (a) shows an example of an imbalanced dataset as in [13]; Panel (b) shows the marginal
probability of each point being sampled with DPP. The size of the marker is proportional to its
marginal probability. Similarly, panel (c) shows the simulated marginal probability of each data point
being sampled using Poisson Disk sampling, with 1000 sampling trials. Thus, sizes of markers are
proportional to the sampling frequency of points. We can see that Poisson disk sampling generates
samplings similar to those with DPP. They both balance the datasets in a point-wise manner. We show
more examples on sampled mini-batches in the appendix.

4 Experiments
In this section, we show that using Poisson disk sampling achieve the same performance improvement
as with DPP in [13], but significantly faster. We perform two experiments in the same setting as in

1In practice, the number of accepted points can be smaller than the number of considered points in the dataset,
as some of them will be eliminated by not satisfying the distance criteria.
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We can simulate all stochastic point processes with generalized dart 
throwing and statistics fitting as in [1].  
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