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1 Introduction

Natural gradient method for variational inference can lead to fast convergent algo-
rithms, but its applications are usually restricted to exponential-family approximations.

» We present a new approach to obtain natural-gradient updates for several
types of approximations outside the class of exponential-family distributions.

» Our approach enables the derivation of simple updates by introducing a new
type of expectation-parameterization.

» Our results demonstrate faster convergence compared to existing block-box
gradient methods.

2 VI using Exp-Family Components

Given data D and model p(D|z) with latent vector z and prior p(z), our goal is to
approximate posterior p(z|D).

Variational inference (V1) approximates the posterior by optimizing the evidence lower
bound (ELBO) L induced by a variational distribution g.

Structured Approximation: We consider g(w, z) = g(w|Ay)q(z|w, A;), where

Conditional Exp-Family : q(z|wW, A;) := hz(z, W) exp [(¢,(Z,W), ;) — Az( Az, W)],
Exp-Family : q(W|Ay) := hy(W)exp [{d, (W), Aw) — Aw(Aw)].

We further consider the following multi-linear exponential family with N blocks.
Multi-linear Exp-Family : q(z|\1, ..., An) = hz(Z)exp [f(Z, A1, ..., An) — Az(A1, .., AN)],
where f(z, A1,...,An) is a linear function w.r.t. each block A; given others.
Black-Box VI and Natural-Gradient VI:

BBVL: A, ¢ Ay +aViL(A),  NGVEA, — Ay + 8 [F2(0)] " Vi L(AL),

Advantages of NGVI:
» NGVI admits a simple update in the exponential family (Khan and Lin, 2017).

NGVI for Exp-Family: A; < Az + 8 Vi, L(Az), where m; is the expectation parameter.
» NGVI often results in faster convergence than BBVI.

Challenges of NGVI: In general, NGVI could be complicated due to the inverse of the
Fisher information matrix [F,(X;)]'. Usually, NGVI does not admit a simple update
outside the class of exponential family.

3 Simple Natural-gradient VI Update

NGVI can have a simple update in the following cases.

For a mixture of exponential family distribution g(w, z| Ay, A;), we define the following
» Expectation parameters: my, := Eqy) [ow(W)], Mz == Eqy 2 [02(Z, W)]
» Natural parameters: Ay, A,
» Fisher information matrix: Fuz(Aw, A7) = —Eqw.2) [ VZ10og (W, Z[Aw, A)]

The following natural gradient update in natural parameters:

A ! R AV
3] = [ Rl O]
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Naturararadient

IS equivalent to

NGVI: X1 =Xl 4 gV, !
A = AL+ BV, L

Similarly, for a multi-linear exponential family distribution, we propose to optimize A;
given AL, The distribution then can be re-expressed as

q(Z[A;, Aj) = hz(z) exp | ((Z, X)), Aj) + 1(Z, X)) —Az(Nj, A )
F(ZAA)

For the j-th block, we define the following
» Expectation parameters: m; := Eq,) [¢j(z, A_))]
» Natural parameters: A,

» Fisher information matrix: Fj(A;, A_j) = —Eq2) [Vi}, log q(z| A, )\—j)}

The following block natural gradient update in natural parameters at block ;:
AT =X+ BF(ALAL) TV, L

Naturararadient

IS equivalent to

BNGVI: X! = Xl + V5, L]

The Jacobi Variant:
Instead of updating one block at each iteration, we can update all the blocks at once.

BNGVI-I At = Xl + gV, L' forall |

This is equivalent to the following approximate natural-gradient update in natural pa-
rameters:

AT A VAL
.+ | = |---| + Bblock-diag (F(A1, ..., AN))
Al‘+1 A;\I _VANLt_

)

Approximate natural gradient

where F(>\1, Ce )\N) - _Eq(z) [Vz |Og CI(Z’)\1, Ce ,)\N)].
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4 Examples

Example of Mixture of Exponential Family
We consider a model with a Student’s t prior expressed as a scale mixture of Gaussians.

p(D,z, w) = InvGam(w|ao, ao)N (2|0, wl) | | p(Dnl2)

We use the following mixture of exponential family distributions.
q(z, w) = InvGam(w|a, a)N (2|, wX), wherez € R, w € R,
The natural parameter and expectation parameter are

Az = {Z‘Uu, —%2‘1} , m; = {p,pp’ + X}

Aw = a, m, = —1—(loga —¢(a))
The ELBO is £ = Eq(; [Zn log p(Dy|z) + log j\j/\([z(\zﬁ:;_l.) + log III‘ZSSTII&'{VV‘V?;Z‘;)} .

We can re-express the update in terms of i, £, and a.

Zn VéiEq"(z,W) [Iog pn(Dn|Z)]
vaIE‘:q_l‘(w) [¢W(W)]

NGVI: a™'=(1-p)a+p (ao+

(}:"“)_1 — (1= 8) () — 28VsEqzm | Y logpa(Dnlz) | + 5l

ptt = pt 4 pE <quqf(z,W) > "log pn(Dnl2) | - ut)
n

Bayesian logistic regression (t prior) with NGVI and BBVI.
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Example of Mixture of Exponential Family:
We consider a model with a Gaussian prior.

p(D,2) = N(2/0,So) | | p(Dnl2)

We use the following distribution, which is the marginal distribution of a K-mixture of

Gaussians shown below. Let mx =1 — S8 7.

e
w=1 Tw c=1 K

K K—1
q(z) = S:QateK(W\wlN(Z]uW, 2 ), where Catex(wW|m) = exp (Z I(w)log ey log WK)

The natural parameter and expectation parameter are

K K
Az = {221uc, —%221} o m, = {Wcﬂcv mo(Botte + Zc)} ~
K- . .
Aw = {Iog _C} 7 m,, = {7 2(:_11
TK ) c=1

The ELBO is £ = Eq(») [log p(z) + >, log p(Dn|z) — log q(z)].
We can re-express the update in terms of {u }5 |, {Z:}5 ,, and {mc} X ..

c=1’ c=1’
7.‘.H—1 7Tt
NGVI: log—%==log—F+ gV, L forc=1,... K—1
TK TK
1 3 2
(=61) = (=) G clfore=1,.... K
Te
pbt = pl + %Zfﬁvucﬁt forc=1,....K
C

Bayesian logistic regression (Gaussian prior) with NGVI and BBVI.
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Example of Multi-linear Exponential Family Approximation:

We consider a Bayesian model p(D,Z). We use the following multi-linear exponential
family distribution Z € R*P.

q(Z) = MN(Z|W, U, V), where f(Z,W,U ",V ') =Tr (V_1(—%Z +- W)TU_1Z)

A=W, Ao = U_1, A3 = V-
mi=U WV mp = (WYWT - pU) mg = (WTUTW - dV)

Using the Gauss-Newton approximation to the Hessian matrix, we obtain the update:

BNGVI-J: W' = W'+ BU'E (7 [Vzlog p(D, Z)] V!
_1 3 _ _
(Ut“) = (U 4 BEqyz) | Vzlog p(D, Z)V!V 2 log p(D,Z)"

1 3 _
(Vt“) — (V) + BEqz) |Vzlog p(D,Z)"U'Vzlog p(D, Z)

The update is similar to Shampoo (Gupta et al., 2018). If prior p(Z) is also a matrix-
variate Gaussian distribution, the update resembles noisy K-FAC (Zhang et al. 2018).
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